M.Sc. Economic Evaluation in Health Care

Welfare Economics

Topic 8. 

(i) Government Intervention

(ii) Public Choice and Government Failure

Rationale for government intervention
Governments intervene in the economy for the following reasons:

1. To provide the institutional and legal framework under which the market operates;

2. To redistribute income. The fact that the allocation of resources in an economy is Pareto optimal says nothing about the distribution of income; competitive markets may give rise to a very unequal distribution of income, which may leave some individuals with insufficient resources on which to live. One of the most important activities of governments is to address such inequalities and redistribute income. This is the rationale for welfare activities by governments.

3. To address market failures: non-competitive behaviour; externalities resulting from a lack of property rights; externalities resulting from jointness in consumption and production, including public goods; and, informational externalities. Additionally, the theory of second best suggests that governments should intervene even in unconstrained sectors of the economy if a market failure occurs elsewhere in the economy.

4. To provide merit goods and limit/ban provision of demerit goods. A merit good is one which society believes to be better for households than households themselves believe. A demerit good is one which society believes to be worse for households than households themselves believe. Governments may intervene if they believe that households will not act in their best interest, either because they are not fully informed, or because they are fully informed but they just make ‘bad’ decisions. Governments may therefore intervene and persuade or compel households to consume merit goods (e.g. seat belts, basic education) and dissuade or prohibit households from consuming demerit goods (e.g. smoking cigarettes, taking drugs). The view that the government should intervene because it knows what is in the best interests of households better than the households themselves is referred to as paternalism. 

We will now look in more detail at the nature of government intervention. We will focus on one important rationale for government intervention in the health care sector, namely externalities resulting from jointness in consumption and production, including public goods.

Goods that are provided by the government are called publicly provided goods. Goods that are provided not by the government but via the market are called privately provided goods. Publicly provided goods will normally be financed out of (compulsory) taxation. Note that there is a distinction between public goods and publicly provided goods and between private goods and privately provided goods.

Externalities resulting from jointness in consumption and production
Whenever an activity by one agent influences the output or utility of another agent and this effect is not priced by the market an externality is said to exist. Essentially the problem is that private costs and benefits from an action deviate from the social costs and benefits. So, externalities can be disaggregated into one of four types:

1. Where social marginal costs (SMC) equal private marginal costs (PMC) and social marginal benefits (SMB) are greater than private marginal benefits (PMB);

2. Where SMC equal PMC and SMB are less than PMB;

3. Where SMC are greater than PMC and SMB equal PMB; and,

4. Where SMC are less than PMC and SMB equal PMB.

Private solutions to externalities
One way in which the private sector can address the problems caused by externalities without the direct aid of the government is to internalise the externality. This means that the parties involved in the externality get together and construct a set of arrangements to facilitate the socially optimum provision of the good and thus alleviate the market failure. This is known as Coase’ Theorem. It will work in practice if the potential gainers from the externality could compensate the losers, or the potential losers could bribe the gainers. This requires co-operation between the different parties. Unfortunately there are a number of reasons why externalities may not be internalised in this way in reality:

1. Agents may free-ride. There is an incentive for agents affected by the externality to downplay the effect it has on them if they are to bribe or compensate other agents.

2. Agents may overstate the magnitude of the bribe/compensation required.

3. The transaction costs to internalise externalities voluntarily may be significant.

Public solutions to externalities
There are three broad categories of remedies that governments can use to address externalities:

1. Fines/user charges. Where there is a negative externality, the government can impose a fine/user charge that increases the PMC (or decreases the PMB) of consumption or production so that the desired equilibrium (where SMC=SMB) is achieved.

2. Subsidies/financial support. Where there is a positive externality, the government can introduce a subsidy/financial support system which increases the PMB (or decreases the PMC) of consumption or production so that SMC=SMB is achieved.

3. Quantity regulation. Where there is a negative or positive externality the government can set a quantity/output/consumption limit on consumption or production so that SMC=SMB is achieved.

Factors affecting the choice of public solution to externalities
There are a number of issues that affect which of these three options might be preferred:

1. Transaction costs. The alternative methods have different transaction costs associated with their implementation arising from monitoring on the part of the government.

2. Information requirements. The alternative methods also require different information for their implementation. 

3. Variability in private and social marginal costs and benefits geographically and over time.

4. Political power of interested groups to manipulate fines, subsidies and quantity regulations.

Public goods

Public goods have two related features:

1. Non-excludability, which means that my consumption of the good does not exclude your consumption of it. This means that it is not feasible to ration the consumption of the good. Equivalently, non-excludability means that exclusion from consuming the good is prohibitively expensive. A private firm would not be able to provide a non-excludable good because it would have to charge for the services that it provides. Unfortunately, since every household in the economy believes that they would benefit from the services provided regardless of how much they contributed to the payment of the service (precisely because the good is non-excludable), households have little incentive to pay for non-excludable goods voluntarily. The reluctance to support voluntarily the finance of public goods is referred to as the free-rider problem. Non-excludable goods are publicly provided because households can then be forced to finance the provision of these goods through (compulsory) taxation.

2. Non-rivalry, which means that my consumption of the good does not decrease the amount of it left for you. This means that it is not desirable to ration the consumption of the good. Equivalently, non-rivalry means that the marginal cost of supplying the good to an additional household is (close to) zero. Note that there is a distinction between the marginal cost of producing an additional unit of the good and the marginal cost of supplying the good to an additional household.

As we noted previously, goods that possess both these qualities are known as pure public goods. Goods that possess exactly the opposite qualities (excludability and rivalry) are known as pure private goods. Goods that are neither purely public nor purely private are called mixed public goods. Using this taxonomy there are, broadly speaking, four types of good:

1. Non-excludable, non-rival (= pure public) goods;

2. Excludable, rival (= pure private) goods;

3. Excludable, non-rival (= mixed public) goods; and,

4. Non-excludable, rival (= mixed public) goods.

Non-excludable, non-rival (= pure public) goods (bottom left hand corner)
These should be publicly provided and financed out of (compulsory) taxation in order to avoid the free-rider problem.

Excludable, rival (= pure private) goods (top right hand corner)
These may generally be privately provided without government intervention. However, private goods may warrant public provision for two reasons:

1. Because the transaction costs may be very high, causing a deadweight loss to society. Transaction costs include the costs required to complete the economic transaction such as administration costs and sales costs. They are incurred in addition to the usual production costs. Transaction costs imposed on privately provided private goods increase the price to households that reduces consumption, resulting in a deadweight loss. Publicly provided private goods financed out of taxation and provided freely at the point of consumption might be over-provided if households increase consumption until marginal benefits are zero rather than until they are equated with marginal costs. This may also cause a deadweight loss. To decide whether or not a private good should be publicly or privately provided due to transaction costs we must compare the deadweight loss arising from the transaction costs when the good is privately provided with the deadweight loss from the excessive consumption of the good when publicly provided. Note that one may think of the deadweight loss occurring with privately provided private goods as the (positive) difference between the total cost of private provision of the good and the total cost of public provision.

2. Because of equity considerations. Some goods are excludable and rivalrous but are not provided privately because of concerns that private provision will result in a distribution of the good that is not, in some sense, fair (for example, consumption of a publicly provided good may be based on ability to pay rather than need). If such a private good is instead publicly provided, is financed out of taxation, and is free at the point of consumption, then ability to pay need not affect consumption. However, there is likely to be over-consumption of a good provided in this way because since households do not have to pay for the good they will consume it up until the point where the marginal benefit is zero. It is therefore likely that some method for controlling consumption of publicly provided private goods would be required. Any method restricting consumption of a good is called a rationing system. A number of different types of rationing system might be used, including: user charges; quantity regulation (including uniform provision); and, queuing (which reflects the congestion costs of provision as the number of users/consumers increases [it is useful to think of congestion costs as altering either the quality of the good or the amount of the good per user]).

Excludable, non-rival (= mixed public) goods (bottom right hand corner)
These are goods for which excludability is feasible but not necessarily desirable because the marginal cost of their provision to an additional household is zero. If such goods were to be privately provided then the firm must charge for consumption and any such charge will discourage consumption, causing a deadweight loss to society. 

Therefore when excludable non-rival goods are privately provided they will be under-utilised. This suggests that goods for which the marginal cost of provision to an additional household is zero should be provided at zero charge, regardless of whether or not it is feasible to charge for them. Such goods are likely to publicly provided and financed via taxation. If a small marginal cost is incurred for provision of the good then user charges could be levied, but these should be charged only at the marginal (and not the average) cost. 

Non-excludable, rival (= mixed public) goods 

Non-excludable rival goods are also subject to congestion costs as the number of users/consumers increases. Because they are non-excludable, these goods should be publicly provided by the public sector and financed out of (compulsory) taxation in order to avoid the free-rider problem.

Efficiency conditions for the provision of public goods
An important question facing any government is how large the provision of (mixed) public goods and publicly provided private goods should be. We can address this issue using the Pareto Principle. Previously we have seen that a competitive equilibrium is Pareto optimal provided that three conditions hold:

1. Efficient exchange of goods and services (economic efficiency in an exchange economy): 
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2. Efficient allocation of the factors of production (economic efficiency in a production economy): 
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3. Efficient output choice (overall efficiency): MRS = MRT

Remember that the overall efficiency condition requires economic efficiency in an exchange economy and economic efficiency in a production economy. This result is also applicable to the provision of pure public goods: the level of provision of pure public goods is Pareto optimal when the sum of the marginal rates of substitution (MRS) of private goods (Pr) for public goods (Pu) across all households in the economy is equal to the marginal rate of transformation (MRT). In other words:
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An intuitive explanation of this is as follows: the MRS of a private good for a public good tells how much of the private good each household is willing to give up to obtain one more unit of the public good (and remain at the same level of utility). The sum of the MRSs therefore tells us how much of the private good all the households in society together are willing to give up to obtain one more unit of the public good which will be jointly consumed by all. The MRT tells us how much of the private good must be given up to produce one more unit of the public good given the resources available. Pareto optimality requires that the total amount of the private good that households are willing to give up (the sum of their MRSs) must equal the amount they have to give up (the MRT).

Normally we add the demand curves of individual households horizontally to obtain the aggregate demand curve for a good.

To construct the aggregate demand curve for public goods we add the demand curves for individual households vertically. Vertical summation is appropriate because a pure public good is necessarily provided in the same amount to all individuals. 

Since public goods are paid for via taxation, the ‘price’ axis can be thought of as a ‘tax price’ axis and the demand curves of individual households can be thought of as a marginal willingness to pay curves. That is, at each level of output of the public good the demand curve says how much the household would be willing to pay for an extra unit of the public good. Therefore, the vertical sum of the demand curves is simply the sum of all households’ marginal willingnesses to pay, or the total amount that all households combined are willing to pay for an extra unit of the public good.

Equivalently, each point on the demand curve of a household may be thought of as the MRS at that level of government expenditure. Therefore, by adding the demand curves vertically we simply obtain the sum of the MRSs, as shown in Equation [1].

We can construct an aggregate supply curve just as we do for private goods where, for each level of output, the price represents how much of other goods need to be foregone to produce one more unit of the public good. This is the marginal cost, or the MRT. 

At the output level where the aggregate level of demand equals the aggregate level of supply the sum of the marginal willingnesses to pay (the sum of the MRSs) is just equal to the marginal cost of production (the MRT). Since at this point the marginal benefit from producing an extra unit of the public good equals the marginal cost (or, again, the sum of the MRSs equals the MRT), the output level described by the intersection of the aggregate demand curve and the aggregate supply curve is Pareto optimal. 

Operationally this result can be achieved using the Lindahl equilibrium. The Lindahl equilibrium states that a Pareto optimal provision of public goods can be achieved at the output level where the aggregate level of demand equals the aggregate level of supply, as above. In the Lindahl equilibrium all households enjoy the same provision of the public good, but they differ in the (tax) prices that they pay for the good, where the tax price is determined according to the marginal willingness to pay of each household.

While the market equilibrium for public goods occurs at the intersection of the aggregate demand and aggregate supply curves we have not yet provided any explanation for why actual supply of public goods will occur at this level. We have only established that if it did, the level of provision of the public good would be Pareto optimal. Decisions about the provision of public goods are made publicly (i.e. by governments) and not by individuals. Hence, whether or not actual provision of public goods occurs at this level depends on the nature of the political process.

Additionally, it is worth noting that one of the most important public goods is the management of the government itself. Indeed, ‘government intervention’ possesses the properties of non-excludability and non-rivalry described as properties of public goods previously. 

Public choice

Public choice is the study of the political mechanisms and institutions that explain government and individual behaviour. It can be defined simply as the economic study of non-market decision-making. We are interested in this subject for two related reasons.

First, as welfare economists we wish to construct a framework which permits meaningful statements about the desirability of certain social states (allocations of resources) relative to each other. 

We have seen previously that a complete and consistent ranking of social states is called a social welfare ordering (SWO). We cannot achieve an SWO without someone making value judgements about the desirability of different social states (i.e. we have to come to some decision as to how household preferences are to be aggregated). Value judgements are statements of ethics that cannot be found to be true or false on the basis of factual evidence. The value judgements found in an SWO may be weak (i.e. broadly accepted) or strong (i.e. controversial). A weak value judgement that we have used up until now to rank social states is the Pareto Principle. However, as we have seen this does not provide a complete ranking of social states because some states are Pareto non-comparable. Therefore the Pareto Principle alone does not achieve the desirable properties of an SWO. 

Ultimately as welfare economists we are concerned with the ethical problem of resolving the conflict inherent in finding the normative solution to the distribution problem. Specifically, some households in the economy prefer state x to state y and others prefer to y to state x. Given that household preferences should be taken into account, how should the policy-maker (the government) aggregate such conflicting preferences into a single SWO? This is the issue addressed by the study of public choice. 
Second, and related to this, where government intervention is not required (e.g. where there is no market failure) the provision of goods and services will be determined by the competitive market equilibrium, which is Pareto optimal. However, as we have seen previously, governments intervene in the economy for a number of reasons:

5. To provide the institutional and legal framework under which the market operates;

6. To redistribute income;

7. To address market failures (non-competitive behaviour, externalities resulting from a lack of property rights, externalities resulting from jointness in consumption and production, including public goods, informational externalities); and,

8. To provide merit goods and limit/ban provision of demerit goods. 
In a democratic economy intervention by the government will ideally reflect in some way the preferences of households (e.g. in the level of provision of publicly provided goods). Therefore we wish to examine the mechanisms by which governments elicit, promote and support these preferences. This is the issue addressed by the study of public choice.

Public mechanisms for allocating resources

In a democratic economy, decisions made by the government about the desirability of social states are made in three stages: 

1. Households vote for elected representatives (politicians);

2. Politicians vote for the desirability of social states (e.g. a particular allocation of government expenditure); and,

3. Bureaucrats, who work for administrative agencies, act on the outcome of the vote by the politicians (e.g. they spend their specific allocation of government expenditure).

There is an important difference between how households vote and how politicians vote: when a politician votes they are supposed to reflect the views of their constituents, not just their own views. Therefore, politicians face two problems:

1. How do they ascertain the views of their constituents? (This is the problem of preference revelation); and,

2. How do they reconcile differing views across constituents? (This is the problem of aggregating preferences).

In a dictatorship the answer to these two questions is straightforward: the preferences of the dictator dominate. In a democracy the use of voting mechanisms is often suggested as a means of revealing and aggregating preferences. A number of different voting rules are possible, including majority voting, unanimity voting, and two-thirds majority voting. Of these perhaps the most widely employed rule for decision-making in a democracy is majority voting.

Majority voting

The majority-voting rule says that, in a choice between two alternatives, the alternative that receives the majority of the votes (i.e. 50% + 1) wins. To understand the conditions under which a majority will be achieved we first need to analyse the preferences of the individual voter. 

First we assume that individuals vote purely out of self-interest. They evaluate the extra benefit they receive from the particular social state on which they vote and compare it to the extra (opportunity) cost.

For example, suppose a simple case where we wish to determine the level of public provision of a publicly provided good (which may be either a pure public good, a pure private good or a mixed public good). The provision of these goods is financed through compulsory taxation.

There are three factors that will influence an individual voter’s attitudes towards a particular level of public provision:

1. The voter’s attitudes towards the good;

2. The voter’s income; and,

3. The nature of the tax system.

The voter’s attitudes towards the good reflect the (marginal) benefits received from consumption of the good. The voter’s income and the nature of the tax system reflect the (marginal) cost from consumption of the good by determining how much the voter will have to pay for the good (i.e. what their tax price will be). With regressive taxation the poor pay a greater proportion of their income in taxes. One version of this is uniform taxation (where everyone has to pay the same amount of tax). With progressive taxation the rich pay a greater proportion of their income in taxes. With proportional taxation everyone pays the same proportion of their income in taxes. At the extreme, an individual who does not have to taxes at all and receives only the benefits of public provision will vote for the highest level of public provision that is feasible.

The median voter

We have now described in very simple terms how individual voters decide on their preferred option (e.g. level of provision of a publicly provided good). The next issue concerns the majority voting equilibrium that results when all households vote.

Suppose a simple model where three individuals with different incomes vote (poor, middle-income, rich individuals).

Qp is the preferred level of provision for the poor individual, Qm is the preferred level for the individual earning the middle income and Qr is the preferred level for the rich individual. Let us assume that the wealthier the individual, the greater the level of public provision that is preferred, Qr > Qm > Qp (as we saw above this will not always necessarily be the case). Note that in this case, the rich individual prefers Qm to Qp. The poor individual prefers Qm to Qr.  

Consider a vote between Qp and Qm. The poor individual prefers Qp. The rich and middle-income individuals prefer Qm. Qm wins. Now consider a vote between Qm and Qr. The rich individual prefers Qr. The poor and middle-income individuals prefer Qm. Qm wins again. More generally, consider Qm against any another level of provision lower than Qm. Both rich and middle-income individuals will prefer Qm, so Qm wins. Conversely, considering Qm against any another level of provision higher than Qm, both the poor and middle-income individuals will prefer Qm, so Qm again wins. In other words Qm can win a majority vote over all other levels of provision. 

The median voter is the voter for whom the number of voters who prefer a higher level of provision is exactly equal to the number of voters who prefer a lower level of provision. The majority-voting level of provision is the level that is most preferred by the median voter. In this case the median voter is the middle-income individual and Qm is the preferred level of provision. So, under the majority-voting rule any social state that increases the welfare of the median voter will be introduced regardless of the negative impact it may have on the rest of the population (the other half of the population minus one). Similarly, any social state that does not increase the welfare of the median voter will not be introduced regardless of the positive impact it may have on the rest of the population.

(Note that the theory of the median voter predicts that, in a two-party political system with majority voting, both parties will take a ‘middle-of-the-road’ position to try and capture the vote of the median voter. 

This means that voters essentially get very little choice across political parties in a two-party system.)

Problems with the majority voting equilibrium

1. A majority voting equilibrium may not exist. Consider a case where there are three voters (1, 2, 3) and three alternatives (A, B, C). The preferences of the three voters are as follows: voter 1 prefers A to B to C; voter 2 prefers C to A to B; and, voter 3 prefers B to C to A. In a vote on A versus B then A wins. In a vote on A versus C then C wins. In a vote on B versus C then B wins. There is no clear winner. A beats B and B beats C, but C beats A. This is referred to as Condorcet’s paradox of voting. This means that if we employ a majority-voting rule then it may be very important to control the voting agenda. The winning choice in the election (A, B or C) will be determined by the order in which the pair-wise comparisons are made. For example, if the election were for A versus B first then C versus the winner second, then C would win. Suppose instead the election were for B versus C first then A versus the winner second. In this case A wins. If, finally, the election were for A versus C first then B versus the winner second, then B wins. Note also that voters may vote strategically if they realise there is going to be a particular sequence of votes. For example, if the election were for A versus B first then C versus the winner second, voter 1 might first vote for B even though they prefer A, because they realise that in the second contest between B and C, the winner will be B, which they prefer to C.

2. The majority voting equilibrium, if it does exist, may not be Pareto optimal. The Pareto optimal outcome occurs where the social marginal benefit equals the social marginal cost. The median voter will compare only the benefits they receive (the private marginal benefits of the median voter) with the costs they incur (the private marginal cost of the median voter). The private marginal benefits of the median voter will be lower than the social marginal benefits at all levels of provision (because the social marginal benefits also include the marginal benefits that accrue to others), but so will be the private marginal cost of the median voter, for the same reason. Whether or not the majority voting equilibrium is Pareto optimal depends on whether the median voter’s share of social marginal costs is greater than their share of social marginal benefits. 

The Arrow Possibility Theorem revisited

We have seen that there might not be an equilibrium to a majority voting process. Clearly this is an unsatisfactory state of affairs. A natural question to ask is whether there is any other mechanism (e.g. any other type of voting rule) for creating an SWO that will create an equilibrium. If we assume that the mechanism has the following desirable properties:

1. Unrestricted domain. Any logically possible vector of H household utility functions is admissible in determining the SWO (which means that the utility function can take any form).

2. Pareto indifference. If all households are Pareto indifferent between two social states, the SWO must rank the two states equivalently (which means that we use the Pareto Principle where possible to rank social states)

3. Independence of irrelevant alternatives. The social ranking of x and y must be independent of the availability of other social states and of the households’ preferences over social states other than those being ranked (which means that if we have to make a choice between, say, a new hospital or a new swimming pool, the outcome should not depend on where there is a third option such as a new library).

And if we further assume the following:

4. Ordinal scale measurability of household utility; and,

5. Non-comparability of household utility.

The Arrow Possibility Theorem states that the only possible method of generating an SWO is a dictatorship. In other words, all possible decision-making processes for generating a complete and consistent social ordering other than a dictatorship will fail to meet one of the above criteria.

The Arrow Possibility Theorem suggests that, short of granting some arbitrary individual dictatorial powers, one should not expect the government to act with the same degree of consistency and rationality as an individual.

Government failure

As we have noted previously there are various reasons why government intervention may be desirable in the economy. This is not to say that governments should necessarily intervene. For government intervention to be desirable the government must have at its disposal means to bring about a Pareto superior outcome over no government intervention. There are two broad reasons why this might not be possible and therefore why government intervention may not be desirable:

1. The government requires some means of addressing the problem of preference revelation and the problem of aggregating preferences. In the preceding discussion we examined a number of mechanisms for doing this and we came to the rather unsatisfactory and unfortunate conclusion that this may not be possible.

2. There may be government failures, where, even if governments do possess some means of revealing and aggregating preferences government intervention is still undesirable on the grounds that it is Pareto inferior (or at best Pareto indifferent) to no government intervention. 

We shall now address this second issue and examine how governments actually behave. First we shall examine some important differences between public and private provision of goods and indicate how these may reflect Pareto inefficiencies arising from government intervention. Second we shall examine how the politicians and bureaucrats who form the government behave.

Sources of Pareto inefficiency in the public provision of goods

Government intervention may not be desirable due to relative Pareto inefficiencies in the public provision of goods compared to private provision. These inefficiencies may arise for a number of reasons associated with public provision:

1. The lack of a threat of bankruptcy and the ability to secure government subsidies;

2. The absence of (significant) competition;

3. Restrictions on salary structure;

4. Tenure;

5. Difficulties in measuring performance;

6. Multiplicity of objectives; and,

7. Level of bureaucracy and administration.

How do politicians and bureaucrats behave?

The first fundamental theorem of welfare economics states that under certain assumptions a state (i.e. an allocation of goods and factors) resulting from a competitive market equilibrium is Pareto optimal. Households and firms acting purely out of self-interest achieve Pareto optimality. In contrast, governments (politicians and bureaucrats) are generally assumed to act in an objective and benevolent manner in order to increase the level of social welfare. However, clearly it is not always in the interests of politicians and bureaucrats to act so selflessly, and this raises the important question of ‘how do politicians and bureaucrats behave?’

One view first put forward by Niskanen is that politicians and bureaucrats behave in such as way so as to maximise the size of their agency (i.e. their department). Politicians and bureaucrats, Niskanen argued, are concerned with factors such as their salary, their public reputation, the power they wield and the patronage they enjoy. All of these are related to the size of their agency. In this view, politicians and bureaucrats attempt to promote activities of their specific agency in much the same way that a private firm attempts to increase its size. Politicians and bureaucrats effectively compete with each other for public funds and to this extent there is bureaucratic competition (rather than market competition). It should be emphasised that, by attempting to increase the size of their agency politicians and bureaucrats are not necessarily acting (purely) out of self-interest. Politicians and bureaucrats seek to provide desired services by their agency and to this extent bureaucratic competition may serve a healthy function. 
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